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Introduction

In the context of the final project of our Advanced Image Processing class, we chose to write a
MATLAB implementation of the Variational Framework for Non-Local Inpainting introduced in [6]
by Vadim Fedorov, Gabriele Facciolo and Pablo Arias. Image inpainting, a technique we studied
in class and with the first assignment, consists in filling missing or deteriorated data in an image
so that the obtained inpainted image is visually plausible. Non-local approaches for inpainting
are texture-oriented methods, such as the one we used for Assignment 1, based on A. Efros’ and
T. Leung’s texture synthesis algorithm [3]. The problem can be stated as an attempt to find the
correspondence map that, for each pixel to inpaint, attributes a pixel where the image is known;
the pixel to be filled is then filled with the one it has been assigned with on the correspondence
map. Obviously, since we want the inpainted image to look believable, the correspondence map
has to contain the best known filling candidates for each pixel to fill. [6]’s approach for this
problem is to perform inpainting with an iterative minimization process alternating image update
and correspondence map update steps and was implemented in C++. This report presents our own
implementation of this framework, written in MATLAB. With it, we will explain which algorithms
we used and how our implementation differs from [6]’s before showing the results produced by our
tests. Finally, we will discuss the improvements that could be made to our implementation to
achieve better results. Additionally, all the code written for this project and its evolution can be
witnessed on our GitHub repository. [2]
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Algorithms and Implementation

The inpainting framework introduced by [6] relies on several algorithms and especially on a
version of patch match [1] adapted to inpainting and an image update algorithm. Throughout this
section, we will first present the global algorithm for non-local inpainting with variational methods
before diving into the three main methods we implemented: the patch match and image update
methods, both heavily involved in the framework’s operation, and the multi-scale scheme, which
leads to a better reproduction of the structures that need to be inpainted. Moreover, we created
a simple graphical user interface to make the algorithm easier to use.

2.1

Notations

In the rest of this report, we use the following notations :
• u, the image denoted as a function,
• Ω ∈ R2 the image domain,
• x, x̂, z and ẑ pixels in Ω,
• pu (x) defined the patch of u centered at x,
• Ωp ∈ Ω, the domain of the patch p,
• O ∈ Ω, the inpainting domain (the hole we want to fill),
• Õ = O + Ωp , the set of centers of patches that intersect the hole.
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2.2

Non-Local Inpainting Algorithm

The main idea of this paper is to solve the image inpainting problem posed as the minimization
of the following energy :
Z
εE (u, ϕ) =
E(pu (x) − pû (x̂))
(1)
Õ

where E is a patch error function that measures the similarity between two patches.
To do it, this algorithm alternates between two steps : a patch match step and an image update
step. The patch match step allows to minimize ϕ with u fixed while the image update allows to
minimize u with ϕ fixed. Those steps require the use of a patch error function, which determines
how similar two input patches are. Several such functions can be used to fulfill that task, and
three in particular are mentioned by [6]: means, medians and Poisson. We directly implemented
the patch non-local Poisson error function :
X X
E(pu (x) − pû (x̂)) =
mzẑ ((1 − λ)|∇uz − ∇ûẑ |2 + λ(uz − ûẑ )2 )
(2)
z∈O ẑ∈O c

as well as the patch non-local medians error function :
X X
mzẑ ((1 − λ)|uz − ûẑ |
E(pu (x) − pû (x̂)) =

(3)

z∈O ẑ∈O c

with
X

mzẑ =

h∈Ωp

gh δϕ(z−h) (ẑ − h)χ (ẑ − h)
Õ

(4)

and gh a Gaussian weight. It is also possible to choose the patch non-local means. In this case,
the program calls the patch non-local Poisson error function with λ = 1.
Both the patch match and the image update methods that are constituting the energy minimization algorithm will be described below.
2.2.1

Minimization of energies

Patch match
During the second assignment, we studied and implemented the 2009 patch match algorithm
introduced by C. Barnes, E. Shechtman, A. Finkelstein and D. B. Goldman [1]. The patch match
involved in the minimization of energies for non-local inpainting is a slightly modified version of
[1] that adapts to the problem of hole-filling.
The original path match algorithm consists in rebuilding an image A using only pixel values
from another image B. In order to do so, the algorithm first randomly initializes a nearest neighbor
field (NNF) between A and B each pixel of A is given a random offset corresponding to a pixel
in B. The goal is to obtain the NNF containing the most accurate offsets as possible so that the
reconstruction of A can be loyal. The NNF thus needs to contain the nearest-neighbors in B of
pixels in A.
Since the NNF was initialized randomly, very few of its entries first correspond to an actual
nearest-neighbor. However, the law of large numbers theorem states that, among all the random
initializations, one at least is accurate. The algorithm thus tries to improve the NNF by propagating
the right pixels, based on spatial coherence. To make use of it, the algorithm goes through A over
several iterations: on odd iterations, A is processed in a raster scan order; on even iterations, it is
processed in inverse raster scan order.
The neighboring pixels of the current offsets (left and top neighbors in case of an odd iteration,
right and bottom neighbors in case of an even one) are evaluated as potential new best offsets. For
that, we use a similarity metric between a patch centered on a given pixel of A and patches in B
centered on the corresponding offset candidates. If one of the candidates is a better match than
the currently saved one, the NNF is correspondingly updated.
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The algorithm then proceeds to a random search that aims at improving the results of the propagation phase. A sequence of randomly selected candidate offsets is evaluated. Those candidates are
located in a radius around the current best offset, in such a way that they are at an exponentially
decreasing distance from the current best offset. Candidates are selected until the radius around
the current best offset is equal to 1. If a candidate offset turns out to be a better match for the
current pixel in A, the NNF is updated.
In the context of inpainting, we only want to perform patch match within the region to inpaint.
Rather than going through A entirely for every iteration, our version of patch match only processes
the region to fill, designated by a binary mask provided as a parameter of the algorithm, for every
iteration. The image to rebuild from, B, also has to be altered. Indeed, for inpainting, we only use
a given image and a region of this image to inpaint. B therefore cannot be any image, it has to
be a target image in which the region to inpaint is not present anymore. It can be described as
B = A ∗ (1 − mask). Apart from this change, we also implemented the algorithm in such a way
that, if a NNF is provided as a function’s input, the algorithm uses this NNF as a starting point
rather than initializing a new random one and making all computations from scratch.
Parallelization Additionally, we implemented a parallelized version of the patch match algorithm, following the "parallelization into chunks" algorithm described in [6]. It consists in splitting
the inpainting domain into as many chunks as there are available CPUs and process to the propagation and random search phases individually on all these chunks at the same time. The NNF
updates are then merged so that the returned dense correspondence map contains the improvements made on every chunk of the inpainting domain. Although it speeds up the patch match
process, this parallelization technique is deemed by [6] to be decreasing the efficiency of the algorithm, which implies that more iterations for the parallel version might be needed to achieve
identical results. However, the paper considers this loss as negligible, and so do we.
Image update
This function is divided into two main parts: the image update step for Poisson and the image
update step for median.
The image update step for Poisson is equivalent to solving the following equation :
(
(1 − λ)∇. [kz ∇uz ] − λkz uz = (1 − λ)∇. [kz vz ] − λkz fz
z ∈ Oe
(5)
u(z) = û(z)
z ∈ Oe \O
with
kz =

X

mzẑ ,

ẑ∈O c

fz =

1 X
mzẑ ûẑ
kz
c
ẑ∈Oe

and vz =

1 X
mzẑ ∇ûẑ
kz
c

(6)

ẑ∈Oe

To solve Equation 5, we use the conjugate gradient algorithm thanks to the paper [4].
For the second part of this function (the image update step for median), we just use the
algorithm described in the original paper [6] in order to solve :
X X
ε1 (u) =
mzẑ |uz − ûẑ |
(7)
z∈O ẑ∈O c

2.2.2

Multi-scale scheme

First of all, one needs to notice that inpainting is inherently a multi-scale problem: images are
composed of differently sized structures. Those structures can range from edges to large objects,
and include fine scale textures. As an example, [6] uses lamps and their periodic distribution in
Figure 1, taken from [5], to illustrate what large objects are, and the character in the scene to
illustrate a fine scale texture.
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Thus, different scales need to be treated with different patch sizes, reflecting how much details
one wants the algorithm to learn for different objects in a given image. In other words, the
multi-scale scheme responds to the fact that several patch sizes are needed to reproduce all these
structures properly.

Figure 1: Image used to illustrate the variation of the structures composing an image and hence
the use of a multi-scale scheme
Secondly, inpainting is about how to apply various patch sizes in one image. The authors of
[6] switched from changing the patch size to changing the image size, with the former one being
harder to implement. Naturally, the image pyramid can be useful. To be more specific, the patch
size was fixed, and applied to all levels of the pyramid, which amounts to changing the patch size.
Construction of a masked Gaussian pyramid
The construction of the pyramids involves both the image to be inpainted and the mask. As in
the paper, we created two pyramids, one for the original image and the other for the mask.
The mask pyramid is generated in the following way:
χOs+1 = (↓r gσ(r) ∗ χOs ) > TO

(8)

where,
• S is the considered scale (it also corresponds to the number of levels) in the image, with the
finest denoted as s = 0.
• r is the sampling rate, which is computed by the formula:
r := (A0 /AS−1 )1/(S−1)

(9)

Ai is the size of image at level i, i = 0, ..., (S − 1).
√
• gσ(r) is the Gaussian filter with width σ(r) = 0.62 r2 − 1.
• TO is the tolerance, which is set to be 0.4 in the paper, implying that the inpainting domain
is shrunk a little from one scale to the next.
The key point here is that the mask should be kept logical at every level. The image pyramid is
generated in the following way:
us+1
= (↓r masked − convolution(gσ(r) , (Os )c ; us )
0
The masked convolution operator is defined for images f and g and a region A, as:
P
2 g(h)χA (h)f (x − h)
P
masked − convolution(g, A; f ) = h∈Z
h∈Z 2 g(h)χA (h)
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(10)

(11)

In other words, the image at scale s is multiplied by the mask of known data before the convolution with the smoothing kernel. Afterwards, a normalization is applied to each pixel.
Joint image and NNF upscaling
After downsampling comes upsampling, which also is the most important step in the scheme,
for it involves how information propagate downwards.
At each level, the single scale algorithm is implemented, and then one can get the so-far correspondence map and inpainted image. When going from scale s + 1 to s we need to upsample both
the correspondence map and the inpainted image.
The correspondence map is upsampled in the following way:
ϕs0 = (r· ↑r ϕs+1
0 )

(12)

Note that the value of correspondence map needs to stay an integer, so here it is necessary to
use nearest-neighbor interpolation (NNF).
The image is upsampled by solving an image update step at the finer scale, using the upsampled
correspondences. Then, one can take this newly derived image as the initial value of the algorithm
at the current level.
2.2.3

Interface

To use this algorithm, a graphical user interface was implemented using GUIDE, the graphical
user interface development environment of MATLAB. This interface is used to check the user’s
input and to read the images (input image and its associated mask) in. Figure 2 shows this
interface.

Figure 2: Graphical User Interface

2.3
2.3.1

Code organization
Minimization of energies

As previously mentioned, the minimization of energies process consist in two steps: patch match
and image update. In order to write the whole algorithm, we wrote separate functions for both
steps as well as additional helper functions, which helped us keeping our code clear, organized, and
as simple as can be.
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• PatchMatch(A, B, mask, half_patch, iterations, error, lambda, NNF): This function
computes, given two images A (image to inpaint) and B (target image) and a mask of A
mask, the dense correspondence map (NNF) between them for the region to be inpainted.
half_patch corresponds to the size of half the side of the patch, iterations to the number
of iterations, error to the type of similarity metric used (0 for medians, 1 for means and 2
for Poisson), lambda to the λ parameter when error corresponds to Poisson. Additionally,
the user can provide NNF, an already computed but yet perfectible nearest-neighbor field,
from which the algorithm will start its computations; if not provided, a NNF will be randomly initialized. The NNF after iterations iterations is returned. To reduce the size
of the function, we wrote a fe helper functions: InitializeNNF, Distance, ImproveGuess,
RandomSearch, UpdateNNF.
• ImageUpdate(phi, u_hat, mask, half_size_patch, sigma2, lambda, median, average,
poisson): This function updates the image. Given the patch error function, this function
solves the equation 5 or 7. We start by computing the weights mzẑ . Then, to solve 5, we use
our function gradient_conjugue, and to solve 7, we compute the weighted median by sorting the values ûẑ and we go through this vector while accumulating the weights, the median
corresponding to the element for which the accumulator attains half of the total weight.
The minimization of energies function is the following:
• MinimizationOfEnergies(u_0, M, sigma2, tolerance, lambda, half_size_patch,
median, average, poisson): This function proceeds to minimize the energy presented in
Equation 1. To do so, it takes as an input u_0, the input image, M, its corresponding mask,
half_size_patch, the size of half a patch (w, considering a whole patch is of side 2w+1), and
a similarity metric which is determined by either median (medians metric), average (means
metric) or poisson (Poisson metric) being set to True. sigma2 is an arbitrarily chosen value
used to set the necessary Gaussians (it has been set to 0.5), tolerance is the criterion set to
determine whether the solution of the minimization has converged (it has been set to 0.1),
and lambda is a parameter used in the equation of Poisson. The final NNF and the inpainted
image are returned.
2.3.2

Multi-scale scheme

The multi-scale scheme, used to avoid getting stuck in bad local minima when minimizing energies, is the following:
• Multiscale(u_0, mask, size_patch, L, A, tolerance, sigma2, lambda, median, average,
poisson): This function implements the multi-scale scheme based on the MinimizationOfEnergies()
function of the single scale scheme. The arguments are the same as the ones of MinimizationOfEnergies
(u_0, M, sigma2, tolerance, lambda, half_size_patch, median, average, poisson),
except for L, which is the number of levels to use in the multi-scale scheme, and A, the size
of the coarsest scale. The final NNF and the inpainted image are returned.
2.3.3

Non-local inpainting

The global algorithm for non-local inpainting can be summed up as shown in Algorithm 1, using
our functions names.

2.4

Short user manual

To use this algorithm with the interface 2, the user simply has to choose several parameters.
First, the user has to choose which patch error function they want to use: median, mean or Poisson.
Then, the user needs to adjust the settings:
• Lambda: a real number between 0 and 1, this parameter is used only with Poisson patch
error function.
• The number of level for the multi-scale scheme. It must be greater than or equal to 1, 1
meaning no multi-scale solving.
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Algorithm 1 Inpaints an input image non-locally
Input: Input image image_init, input mask mask, patch size size_patch, number of levels for the
multi-scale scheme nb_levels, λ, boolean for the use of the Medians similarity metric median,
boolean for the use of the Means similarity metricaverage, boolean for the use of the Poisson
similarity metric poisson
Output: Final nearest-neighbor field final_offset_map, inpainted image inpainted_image
1: Convert image_init and input mask mask into double
2: half_patch_size = (patch_size −1)/2
3: σ 2 = 0.5, a fixed value used to generate Gaussians
4: tolerance, a fixed criterion set for convergence of the minimization of the energy
5: A = 0.15
6: if nb_levels == 1 then
7:
[inpainted_image, final_offset_map] = MinimizationOfEnergies(image_init,
mask, σ 2 , tolerance, λ, half_patch_size, median, average, poisson)
8: else
9:
[inpainted_image, final_offset_map] = Multiscale(image_init, mask,
half_patch_size, nb_levels, A, tolerance, σ 2 , λ, median, average, poisson)
10: end if
11: return final_offset_map, inpainted_image

• The size of the patch: an odd integer greater than or equal to 1 and lower than the size of
the input image.
Finally, the user has to give the input image and its associated mask. Giving a mask is optional,
as the user will be able to select the region to inpaint directly from the input image if no mask is
provided.
Moreover, help is available for the user by clicking on the question mark button.

3

Testing

In this section, we will present the tests we put our implementation through and the results we
obtained from them. Using these results, we will discuss which parts of our framework implementation are working and which are not, why, and how we could fix and improve them.

3.1

Minimization of energies

Since the keystone of the whole non-local inpainting framework is the minimization of the energy
1, we mainly focused our tests on its two main components: patch match and the image update.
3.1.1

Patch match

With the testing of patch match also came the testing of the three similarity metrics we had
implemented: the patch non-local medians, the patch non-local means and the patch non-local
Poisson. Since those metrics are different, we needed to make sure they were all producing satisfying
results. Testing them with the patch match algorithm seemed like a good compromise because
patch match can quickly produce results which can visually testify for the efficiency and correctness
of the patch match implementation itself, but also of the similarity metrics.
Figure 3 displays the results of our testing for the regular patch match algorithm, using 5
iterations, a patch size set to 5, and a random initialization of the NNF. Figure 3(a) shows the
results of the algorithm for the three metrics, with λ = 0.5 for Poisson. Furthermore, figure 3(b)
shows results of patch match using only Poisson metric, but with different values of λ. The image
to inpaint we used as an input is the one from Figure 1, and the corresponding input mask (domain
to inpaint) contains the man.
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(a) Reconstruction of images using their computed NNF, with 5 iterations and a patch
size set to 5. From left to right: reconstructed image using the medians metric, reconstructed image using the means metric, reconstructed image using the Poisson metric
with λ = 0.5

(b) Reconstruction of images using their computed NNF based on Poisson metric, with
5 iterations, a patch size set to 5 and different values of λ. From left to right, top to
bottom: λ = 0.01, λ = 0.05, λ = 0.1, λ = 0.3, λ = 0.5, λ = 0.8

Figure 3: Results of our patch match algorithm for inpainting, using the three similarity metrics
and several values of lambda for the Poisson patch.
Figure 3(a) proves that the patch match algorithm itself and the three error functions are working. Indeed, for all of them, the man has correctly been reconstructed. As we are in an inpainting
context where we only focus on a certain region of the image, the random "bbackground" is expected and should be ignored when analyzing the results.
What is shown in Figure 3 may seem like a strange result, since getting the man back is the
contrary of what we want to get in the end of the inpainting algorithm. However, it shows that
the offsets in the target image are chosen in such a way that they yield the least error: the man
does not in the target image, yet the algorithm is able to find pixels that are similar enough to the
man’s to reconstruct him.
This operation succeeds for the three metrics, although some discrepancies can be observed
around the reconstruction of the suit, which originally contains mainly very dark pixels.
Figure 3(b) shows the results discrepancies when using the Poisson metric with different parameters. When λ is really low, the results tend to be yellower (which is the dominant color of
the input image) around light colors. When getting higher, the red (which is rarer in the image)
propagates more, leading to redder light colors and even to the apparition of red on the parts that
are supposed to be very dark (on the suit).
Since patch match and the metrics’ functions were working properly, we also decided to time them
against the parallelized version of patch match we implemented and to compare their performances.
The loss of performance of the parallel version is deemed negligible, but it however exists, and we
tried to capture it.
The parallelized version was run with exactly the same parameters as the iterative version and
under the same circumstances and conditions. Tests were made on a computer possessing 4 logical
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cores, but only two physical ones. By default, MATLAB’s parallel pool is set to use the number
of physical cores, and we were not able to write a generic code that could start a cluster profile
using as many logical cores as allowed. The parallelization our results are showcasing is thus very
basic (going from a single worker to two), but it still offers perspectives for computations made
on more powerful machines, especially considering how computationally demanding the inpainting
algorithm is.
There are not many differences between Figures 3 and 4, but we can see that the red pixels
were somehow propagated better in the iterative version. In our secluded case, it is neither an
improvement nor a performance loss, but simply a different result. It could be caused by the
random initialization of the NNF, but several runs led us to notice those patterns (red pixels being
more propagated in the case of the iterative patch match), although we are not able yet to explain
them.

(a) Reconstruction of images using their parallel-computed NNF, with 5 iterations and
a patch size set to 5. From left to right: reconstructed image using the medians metric,
reconstructed image using the means metric, reconstructed image using the Poisson
metric with λ = 0.5

(b) Reconstruction of images using their parallel-computed NNF based on Poisson metric,
with 5 iterations, a patch size set to 5 and different values of λ. From left to right, top
to bottom: λ = 0.01, λ = 0.05, λ = 0.1, λ = 0.3, λ = 0.5, λ = 0.8

Figure 4: Results of our parallel patch match algorithm for inpainting, using the three similarity
metrics and several values of lambda for the Poisson patch.
For the same number of iterations, we thus consider the results of 3 and 4 to be equivalent
result-wise. However, when we are lowering the number of iterations, the differences between the
parallelized and the iterative versions become more apparent, as shown in Figure 5.
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Figure 5: Comparison between the iterative and the parallel version of patch match for every
metric with 1 iteration, a patch size set to 5 and λ = 0.5 for the Poisson metric. Top: iterative
patch match; bottom: parallelized patch match.
In Figure 5, the parameters given to the patch match function are the same for the iterative and
the parallelized versions. However, the obtained results are very different. It is obvious that, for
the parallelized version, some offsets have not been improved: it is the reason behind the visible
noise on the suit of the character to remove from the scene. It does not happen in the iterative
version. Moreover, we recognize that red versus yellow pattern we mentioned earlier. The parallel
results are like an earlier iteration of the iterative patch match, except that they both are at the
same iteration number.
Apart from the patch match accuracy, we are also interested in how fast the algorithm can go.
For each image shown in both versions (8 each, since the Poisson images from 3(a) and 4(a) have
λ = 0.5), we timed the computations through the 5 iterations. Table 1 showcases the timings for
each image of both algorithm versions.
Similarity metric
Medians
Means
Poisson(λ = 0.01)
Poisson(λ = 0.05)
Poisson(λ = 0.1)
Poisson(λ = 0.3)
Poisson(λ = 0.5)
Poisson(λ = 0.8)

Iterative Patch Match
41.36s
98.89s
97.60s
104.43s
99.00s
101.91s
97.36s
101.89s

Parallelized Patch Match
43.82s
78.64s
77.44s
78.91s
74.43s
76.37s
78.30s
76.57s

Table 1: Speed comparison for different parameters between the iterative patch match algorithm
and its parallelized counterpart.

Except for the medians generation, the parallel algorithm is always faster than the iterative
version. This was of course to be expected. It might nevertheless seem surprising to have the
iterative version outperforming the speed of the parallelized version for the medians similarity
metric. It can be explained by the fact that the medians being the first NNF to be computed, it
is the one that has the responsibility to start the parallel pool for the next computations of the
script, and completing such a task requires extra time.
The speed improvement for the rest of the computations is of approximately 20 seconds, which
offers a neat improvement over the iterative version, but yet is below the one we expected. Since we
are splitting in 2 (for our tests) and sharing the computations, we expected to get an improvement
close to 50%, which is not the case here. Of course, parallelization requires actions that are pointless
in the iterative version, but we still expected faster results. This is hinting that our parallelized
version might not be optimized yet and could further be improved.
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3.1.2

Image update

Testing the image update step was more complicated than testing patch match. In theory,
visual results are less obvious as to whether the function has been properly implemented or not.
Furthermore, we know for sure that the implementation of patch match contains severe flaws that
are preventing the energy from being properly minimized. The function being not working, there
are very few results we can show, even less interesting ones.
We thus decided to simply show the updated images we are obtaining for every metric when
performing the image update step on a NNF that has gone through 5 iterations, with a patch size
set to 5. Figure 6 shows the results we obtained.

Figure 6: Outputs of the image update function for each metric using NNFs trained over 5
iterations.
The common point between the three images is that none of them updated the region to be
filled. For means and Poisson, the result is identical because means is just the Poisson function
with λ = 1; if nothing happens for Poisson, nothing will for means. The problems seems to come
from the computation of kz , fz and gz : sometimes, some NaN values are being added to those
elements, and when they go through the conjugate gradient algorithm, they propagate themselves.
For those two metrics, it would normally be enough to fix those computation mistakes to get the
image update step to work properly.
The problem is a little bit more complex for the medians metric. Indeed, as shown on Figure
6, not only is the region to be filled not updated, but the background gets distorted, is output in
gray levels, and contains extra borders. For this one, we have not identified the problem yet.
3.1.3

Minimization of energies

In theory, the correspondence update and image update steps should be repeated until the
minimized energy reaches convergence, which is set by hand. In our case, we hand-picked the
criterion to 0.01 but for running time reasons and debug purposes, we hard-coded 10 iterations of
the correspondence/image update alternate. Since we were not able to fix our image update step,
we did not return to the tolerance criterion and could not tune it thoroughly. The results of the
minimization of the energy process being conditioned by those of the patch match and update step,
the results we are getting after 10 iterations are very close to those shown in Figure 6 (identical
for Poisson and means and close for medians). However, the NNF that is output shows some
differences with the patch match results we have shown so far, since it could keep on running.
On Figure 7, we can see, as expected, that the results of the image update step are in no way
better than those presented before. Nevertheless, we notice some changes in the reconstruction
from the offset maps for the medians metric: while the man to get rid off was being reconstructed
in figure 4(a), it has now disappeared. Its shape is still distinguishable, but he has disappeared.
However, it does not mean that the region has been inpainted, as its filling does not look like
what we would be expecting, but rather something very close to a random distribution. The
reconstructions from the NNF of the means and Poisson remain very close to those obtained in
4(b), except that there is no read pixel left.
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Figure 7: Outputs of the minimization of energies process after 10 iterations, using a size patch
of 5 and λ = 0.5. From top to bottom: medians metric, means metric, Poisson metric; from left
to right: output image, reconstructed output correspondence map.

3.2

Multi-scale scheme

We implemented the multi-scale scheme in parallel of the image update step. Since we could
not finish implementing properly the image update, we ended up being stuck with multi-scale as
well. There are no specific test for it yet. The most straight-forward way to test it is to launch the
program setting the number of levels to any number superior to 1. However, the multi-scale scheme
still contains some bugs that need to be fixed, and some of the other functions would need to be
adapted to it: when reaching the minimization of the energies part, the patch match algorithm
raises an exception because it is trying to perform operations on an input that is not what was
expected.

3.3

Confidence mask

For large inpainting domains, it is suggested in the paper to introduce a mask κ : Ω → (0, 1],
which assigns a confidence value to each pixel, depending on the certainty of its information. This
is useful in guiding the flow of information from the boundary towards the interior of the hole,
eliminating some local minima and reducing the effect of the initial condition.
For this implementation, we also wrote the function ConfidenceMask to realize this idea. We
computed confidence according to the following formula:
(
(1 − c0 )exp(− d(x,∂O)
) + c0 if x ∈ O
tc
κ=
(13)
1
if x ∈ Oc
The following figures display different confidence mask with different parameters.
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(a) Decay time = 20

(b) Decay time = 50

(c) Decay time = 100

Figure 8: Asymptotic value(c0 ) = 0
As we can see, parameter tc actually controls the speed at which the confidence value goes from
1 to c0 . The smaller t0 is, the faster the value varies. For this reason, t0 is called the decay time.

(a) Asymptotic value = 0.1

(b) Asymptotic value = 0.3

(c) Asymptotic value = 0.5

(d) Asymptotic value = 0.8

Figure 9: Decay time(tc ) = 20
On the other side, the parameter c0 determines the asymptotic value reached far away from
the boundary.
Although we implemented the confidence masks and they seem to be working as expected, they
are not yet integrated properly to the framework.
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Conclusion

As a conclusion, we can say that we partly implemented the variational framework for non-local
inpainting presented in [6]. Despite our final program being unable to perform inpainting, we still
succeeded in implementing some non-trivial steps of it. We consequently have three similarity
metrics properly implemented, a working patch match algorithm – including the random search
– with a parallelized version, and the confidence masks. Moreover, we wrote a graphical user
interface that allows users to select easily their masks on the spot.
The image update, an important part of the framework, is not totally bug free as of today, but the
reasons of its failures so far have been identified for the means and Poisson metrics. Additionally,
multi-scale has been implemented but, because of the lack of a flawless image update step, has not
been tested yet nor debugged. The areas for improvement would obviously be to firstly debug the
image update, incorporate properly the working confidence masks to the framework, and finally
fix the multi-scale scheme.
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To go even further, we could, once the basic framework would be working, fully focus on improving and optimizing our code: since we have not left the debugging phase yet, our code is more
focused on getting the computations done than getting the computations done the right way. [6]
already provides some improvement hints, but inpainting being a costly application, improving,
alleviating and optimizing the code with, for example, steady matrix operations instead of for
loops, would be the next step.

5
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